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AIA Al Act
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KE Knowledge Engineering

MCDM Multi-Criteria Decision Making

ML Machine learning

NIST National Institute of Standards and Technology
RMF Risk Management Framework
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Page 6 D2.2 -THEMIS 5.0 - GA #101121042



)

AL

EXECUTIVE SUMMARY

Deliverable D2.2 “THEMIS 5.0 Approaches and Conceptual Modelling”, presents the work conducted in Task
2.3 and builds on the outcomes of D2.1 “THEMIS 5.0 Methodological Framework and Requirements Analysis”.
Task 2.3 focuses on conceptual modelling of the trustworthiness optimization ecosystem that drives the design
and development of the THEMIS 5.0 framework. This work draws on the groundwork established by Task 2.1
and Task 2.2, as presented in D2.1. The groundwork yielded valuable insights about the notion of Trustworthy
Artificial Intelligence (TAI) (including human-centered Al, risk management approaches, relevant technologies,
and ethical and legal considerations), as well as integral aspects of the THEMIS 5.0 ecosystem, such as user
requirements, user journeys, and framework mock-ups. All of these elements must be considered during the
development of the project’s framework to comprehensively and effectively address the challenges of
optimizing the trustworthiness of Al Systems.

This deliverable outlines the conceptual modelling of the THEMIS 5.0 trustworthiness optimization framework
to assess and enhance the trustworthiness of an Al System. The modelling approach is designed to align with
human-centered and risk management principles in the context of TAl to support the decision-making process
of the system’s Al actors.

To achieve this objective, the framework integrates the Trustworthiness Optimization Process (TOP) and risk
management approach. Each of these components is briefly introduced, followed by a demonstration of how
they work in conjunction. A key advantage of this combination is the ability to adapt based on the specific
context and requirements of the System Under Test (SUT). Realizing such adaptability requires the collection
of necessary information about the system through the use of documentation cards. A total of six different
documentation cards are considered, each with a unique purpose and tailored to capture unique aspects of
the Al System’s socio-technical environment.

A more detailed description of the TOP methodology and its stages is provided. Each stage is divided into sub-
processes to clarify the steps involved, along with an overview of how Al actors, documentation cards, and
related assets are employed through these stages.

Furthermore, the document analyses the conceptual architecture of the THEMIS 5.0 framework, which builds
upon the defined framework and the respective notions described. The architecture serves as a blueprint to
illustrate how the underlying decision processes work collaboratively to assess and enhance the
trustworthiness of an Al system. Moreover, the decision processes and the assessment of legal compliance of
the THEMIS platform are described in more detail.

Finally, the deliverable concludes by examining its relevance to other WPs and workflows of the project. It also
offers some key insights about the socio-technical environment and continued lifecycle development of the
Al System, the aspects of human-centered and risk assessment as well as the ethical and legal considerations.
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1. INTRODUCTION

1.1. Purpose and scope

In THEMIS WP2, we develop the conceptual basis for the innovative approach of THEMIS 5.0. Specifically, the
WP (i) analyses factors affecting the trustworthiness of hybrid decision support in socio-technical systems
[T2.1 and T2.2], (ii) explores Al techniques for trustworthiness evaluation and optimization [T2.1], (iii)
summarizes the ethical and legal framework for Al-driven optimization [T2.1], (iv) analyses the user
requirements to produce user journeys and mock-ups for a human-centric trustworthiness optimization
environment [T2.2], and (v) establishes a comprehensive conceptual model defining the architectural
considerations and decision-making processes needed for supporting the THEMIS 5.0 [T2.3]. Following the
aforementioned research activities, WP2 aims to establish the groundwork for the project as well as to design,
develop and propose a human-centered framework for trustworthiness optimization in Al for decision-making.
T2.3 Conceptual Modelling of Al THEMIS 5.0 Trustworthiness Optimisation Ecosystem focuses mainly on the
latter: the THEMIS 5.0 framework, which has been designed and developed in T2.3. The framework’s purpose
is to act as the conceptual blueprint for the project, guiding the technical as well as the methodological
developments.

An important constituent of the THEMIS 5.0 framework is the conceptual architecture. The conceptual
architecture model aims to bridge the gap between the work performed in WP2 and WP4, i.e., it aims to
constitute the basis for the design specification of the THEMIS 5.0 ecosystem services (defined in T4.1) as well
as the implementation of the corresponding Al models (algorithms and training data sets) delivered by T4.2
and T4.3. This report details the initial results obtained in T2.3 so that it informs the development of THEMIS
5.0 first release. The conceptual architecture has been established in dialogue with use-case partners as well
as with users and domain experts through co-creation sessions in WP3 and is used to guide the technical
architecture and development of WP4 as well as the piloting and evaluation in WP5.

1.2. Structure of the Document

Section 2 presents the THEMIS 5.0 framework whose purpose is to provide a clear, organized approach to
research, by offering a set of concepts, definitions, assumptions, and relationships that help make sense of
the underlying ideas, methods, and tools. We start by describing the proposed trustworthiness optimization
process and the corresponding phases (section 2.1). Next, we describe the risk-based angle of the proposed
optimization approach (section 2.2). Finally, we present the proposed framework which integrates the
process, factors, and risk-based approach (section 2.3).

Section 3 describes a set of information cards that the THEMIS 5.0 framework uses to help organize, display,
and facilitate interaction with data, insights, or models. Cards provide a compact way to present summarized
information, making it easier for users to digest important results or insights quickly. We detail the six card
types currently utilized within the framework, which are adaptations of existing methodologies in the field.
Each card type has its purpose and content, and multiple cards of the same type can be created to describe
an Al System.

Section 4 provides a set of guidelines which build on the conceptual framework and facilitates the practical
realization of the proposed trustworthiness optimization approach. The guidelines are structured based on
phases of the Trustworthiness Optimization Process.

Section 5 presents the conceptual architecture that is built upon the defined framework and the respective
notions described in the document. The conceptual architecture represents the foundational structure of
THEMIS 5.0 approach to achieving trustworthy Al systems. It integrates various processes and components
into a cohesive framework that facilitates the systematic evaluation and enhancement of trustworthiness
across Al systems. The architecture is centered around the interactions between the Al Actor, the Al System,
and THEMIS platform, which comprises the key components of the architecture.

Section 6 is the final section of the deliverable, which concludes the presented work and reflects on how it has
contributed to key project challenges.

Page 8 D2.2 -THEMIS 5.0 - GA #101121042



AL

2. CONCEPTUAL FRAMEWORK

As stated in our previous deliverable D2.1 “THEMIS 5.0 Methodological Framework and Requirements
Analysis”, the trustworthiness optimization of Al Systems is a laborious effort. It requires orchestrating and
supervising several moving parts, such as the Al System’s risk analysis, issues and applicable mitigation
methods and tools. In addition, methods applied to the different stages of the Al lifecycle, human involvement,
and collaborative decision-making are necessary for establishing TAI (Kaur et al. 2022). Even though all the
above constitute the fundamental principles and goals of THEMIS 5.0, a conceptual framework is a key
implementation enabler, serving as a guiding structure for understanding and analyzing how THEMIS 5.0
approaches Al Trustworthiness. Its purpose is to provide a clear, organized approach to research, by offering
a set of concepts, definitions, assumptions, and relationships that help make sense of the underlying ideas,
methods, and tools.

We start by describing the proposed trustworthiness optimization process and the corresponding phases
(section 2.1). Next, we describe the risk-based angle of the proposed optimization approach (section 2.2).
Finally, we present the proposed framework which integrates the process, factors, and risk-based approach
(section 2.3).

2.1. Trustworthiness Optimization Process

The cornerstone of the proposed conceptual framework is a foundational set of guidelines needed to drive
the underlying processes and effectively operationalize Al trustworthiness. For this reason, we designed the
Trustworthiness Optimization Process (TOP) to bridge the gap between the conceptual modelling and its
realization and implementation as a software platform. The proposed process considers many SOTA
approaches from the literature (e.g., NIST AIRMF, ENISA) and adjusts them along the Al System lifecycle while
the human supervises and partakes in the entire process. The key contribution of TOP is that it aligns and
incorporates procedural methodologies and approaches from other frameworks (e.g., NIST AIRMF, ENISA, AIA)
and gives practical guidelines and steps to operationalize the process of optimizing the trustworthiness of an
Al System. While TOP will be strongly related to THEMIS 5.0 and its development, we aim to keep the process
generic, enabling practitioners to utilize or even adopt it for their efforts toward TAI.

E Explore

Figure 1: Trustworthiness Optimization Process overview

Figure 1 visualizes the four stages of the trustworthiness process. The first one is the Identify stage, where the
system’s requirements and specifications are collected and recorded. In the next stage, the so-called Assess,
is where the assessment, the analysis, and the quantification of risks and impacts for each Trustworthiness
aspect takes place. Specific metrics and risks are taken into account during this process. The Explore stage
focuses on searching and finding solutions based on methods that enforce, augment, and mitigate
trustworthiness issues in order to propose optimal solutions. Finally, the Enhance stage is where the proposed
solutions are applied to the Al system in question. The system and the Al models are monitored to guarantee
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that the changes made have increased the system’s trustworthiness. The process continues iteratively, going
through successive stages repeatedly, as described by the Trustworthiness lifecycle.

2.2. Risk, Trust and Related Factors

A key feature of the THEMIS 5.0 approach and hence of the proposed conceptual framework is that they follow
a risk-based approach. A risk-based approach consists of the identification, assessment and understanding of
Al trustworthiness-related risks, as well as the consequent application of measures commensurate to these
risks in order to ensure an effective mitigation thereof. In this section, we determine the relationship between
Trust and Risk and we outline how a risk-based approach is manifested in THEMIS 5.0.

Trust is defined by the Oxford English Dictionary as the willingness to “believe in the reliability, truth, or ability
of [someone or something]" (Oxford Dictionaries). Additionally, trust is “/...] an attitude that one takes to the
trustworthiness of another; in turn, the other’s trustworthiness is a property that they have. Broadly speaking,
it is the property that they will do what they say they will do. [...] Trustworthiness is naturally not context-
independent; one is not trustworthy in all respects in all contexts.” (O’Hara, 2012).

. Trust . O
[ ) T

Trustor Trustee <=
Assess Risk of Risk Management
Trusting as Evidence of

Trustworthiness

Informs Trust-
_____ worthiness

- Dependence -

Figure 2: Trustor & Trustee Relationship

Trust is a contextual relationship between a Trustor (the party trusting) and a Trustee (the subject of the
Trustor’s trust), as illustrated in Figure 2. Here, the Trustor makes a decision whether to trust the Trustee, and
if they act on the decision to trust, they are dependent on the Trustee in some way, thus they are at risk due
to their reliance on the Trustee’s action. The Trustor either consciously or unconsciously undertakes a risk
assessment to determine whether their reliance on the Trustee exposes them to unacceptable risk. The
Trustee exhibits Trustworthiness: “the ability to be relied on as honest or truthful” (Oxford Dictionaries), which
is a property of the Trustee used as evidence by the Trustor in their judgment. Trustworthiness can take many
forms, but in some situations (notably compliance with regulations or standards such as the Al Act, ISO 27000,
or Data Protection regulation), a Risk Assessment and Risk Management Plan is often required of the Trustee
as credible, standardized evidence of Trustworthiness. This Risk Assessment is strongly linked with Trust and
Trustworthiness. In THEMIS 5.0, the Trustee is the Al SUT and the Trustor is a decision maker who uses, relies
on or is affected by the Al SUT, and thus makes a Trust judgment about the Al SUT.

Figure 3 illustrates a conceptual model of how risk is related to relevant concepts such as Actors (Human
Trustor), Assets, Trustworthiness Characteristics, Threats, Vulnerabilities, and Controls.
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Figure 3: Risk Modelling Factors
2.2.1. Assets

The core of the model is an Asset — “anything that has value [...] and which, therefore, requires protection. For
the identification of assets, it should be borne in mind that an information system consists of more than
hardware and software.” [1ISO 27005]. Assets can be artifacts, people, places, data, software, etc - not limited
to information security components. An Asset may be the Al SUT (e.g. an ML model) or another component in
the system that is affected by the Al SUT (e.g. the output predictions of an ML model, or even a person affected
by these predictions).

2.2.2. Trustworthiness Characteristics

Assets have Trustworthiness Characteristics (TCs) — these are significant properties of assets that are most
likely desirable to be preserved or upheld. TCs are many and varied and are dependent on the type of Asset in
guestion. For example, a person can have Benevolence (good will towards others), Reliability (do what they
say they will), Astuteness (think critically and make good decisions) or Privacy (the human right of a private
life). Data can have Confidentiality (is the data readable by only authorized parties and no one else), Integrity
(is the data complete and correct), and Availability (is the data accessible to the authorized parties when they
need it).

TCs are a key attribute of THEMIS’ approach to trustworthiness management of Al systems, as they represent
the characteristics within the Al SUT and its operating environment that are important to the stakeholders and
actors within that operating environment and critically, contribute to the trust judgment of the Al SUT by the
Trustor. THEMIS will identify key sets of TCs within the broad categories of Fairness, Accuracy and Robustness
and the Risk Management will determine how these can be compromised.
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2.2.3. Vulnerabilities

TCs are strongly related to Vulnerability — which is a weakness of Assets, which exposes Assets to Threats —
i.e. the preservation of a TC is the reduction of a vulnerability and vice versa. TCs and Vulnerabilities may in
some cases be the same factor. An example is Data Confidentiality — Confidentiality is a TC because it is
desirable to be preserved and evidence of Trustworthiness, but if is compromised, represents a vulnerability
that enables Threats to affect the Asset exhibiting the Vulnerability.

2.2.4. Threats

”

AThreat is a “potential cause of an unwanted incident, which may result in harm to a system or organization.
[ISO 27000] A Threat is an event that causes unwanted effects (Consequences). Threats attack Assets and
cause Consequences (“outcome of an event affecting objectives” [ISO 27000]), which for the purposes of
THEMIS is the compromise of TCs — e.g. a Threat attacks a Data Asset that is a training set for an ML model
and compromises its Integrity. Threats are enabled by Vulnerabilities (weaknesses) of the Asset attacked by
the Threat. For THEMIS, the attacked Assets may be any Asset within the environment where the Al SUT is
either created or deployed and operated.

2.2.5. Risks

Risk (“effect of uncertainty on objectives.” [1ISO 27000]) is the Consequence of Threat, i.e. the Threat causes
the Consequence of TC compromise, and the Risk is the Impact (the severity of TC Compromise, determined
by the preferences of the stakeholders in the environment where the Al SUT is deployed) combined with its
Likelihood (the chance of successful TC Compromise, determined by multiple factors such as intrinsic difficulty
to execute a Threat, the most likely of several Threats that cause the same Consequence, or propagated
threats caused by vulnerabilities in upstream Assets).

2.2.6. Controls

A Control is a “measure that is modifying risk. May include any process, policy, device, practice or other action.
Controls may not always exert the intended or assumed modifying effect.” [1ISO 27000]). For THEMIS, a Control
is a measure to reduce either likelihood of a Consequence, typically by reducing the Vulnerability of an Asset,
reducing the likelihood of successful attack by a Threat.

2.3. Al Trustworthiness Optimisation Framework

Having introduced TOP and explained the risk-based approach, this section presents the proposed framework
which illustrates how a risk-based assessment and mitigation of Al trustworthiness can be realized in the
context of TOP. The proposed framework centers around the interaction between an Al Actor, responsible for
the development, oversight, and decision-making related to the Al System, and the Al System itself. The
approach is structured into a systematic framework, designed to enhance the trustworthiness of the system
while ensuring a continuous evaluation of associated risks.
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Figure 4: THEMIS 5.0 approach of Risk-based Trustworthiness

The process begins with the Identify phase, where the system’s specifications, socio-technical environment,
core functionalities, and associated assets are meticulously documented. This phase also involves identifying
potential risks, vulnerabilities, and areas requiring improvement to establish a comprehensive understanding
of the system's trustworthiness baseline.

The next step is the Assess phase, which involves two parallel activities. First, the current state of the system's
trustworthiness is evaluated using relevant assessment methods. Second, a detailed risk assessment is
conducted to determine the likelihood and potential impact of identified risks. The results of these
assessments provide a holistic view of the system's trustworthiness and form the basis for informed decision-
making.

Building on these insights, the process moves to the Explore phase. Here, trustworthiness enhancement
methods are investigated, with a focus on addressing specific risks and improving key trustworthiness
characteristics of the system. This phase also involves evaluating the effectiveness of potential solutions to
ensure they align with the goals of improving the selected characteristics. Throughout this process, risks are
continuously monitored and communicated to the Al Actor to ensure they remain informed and actively
involved in decision-making. Based on the exploration, top-performing solutions are identified and
recommended to the Al Actor. The actor then evaluates these recommendations and selects the most suitable
trustworthiness enhancement methods to apply to the Al System.

Finally, the Enhance phase is initiated, where the selected methods are implemented to improve the system's
trustworthiness. This implementation closes the loop, ensuring that the system evolves in a way that aligns
with the identified goals and mitigates the risks assessed throughout the process. Throughout the entire TOP
framework, the risks associated with the system are continuously evaluated and clearly communicated to the
Al Actor, empowering them to make informed decisions at every stage of the process. This iterative and risk-
informed approach ensures that the system not only meets trustworthiness requirements but also adapts to
emerging challenges and stakeholder expectations.

3. DOCUMENTATION CARDS

3.1. Introduction

As Al capabilities have advanced over the years, complex systems have been developed to serve various
functionalities. To effectively manage and monitor these systems, comprehensive documentation of all
components is essential. In recent years, the approach of using documentation cards and datasheets has been
adopted to fulfil this task. Early documentation practices focused on specific building blocks of Al, such as
datasets (Pushkarna et al. 2022) and models (Mitchell et al. 2019, Gebru et al. 2021). Other approaches aim
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to document Al comprehensively by including information about its purpose, performance, and safety (Arnold
et al. 2019), or by tying it to specific use cases to document Al applications throughout the development
process (Brajovic et al. 2023). Additionally, some approaches are closely related to TAI. For example, Wahle et
al. (2023) introduced “Al Usage Cards” to standardize the reporting of Al usage in scientific research.
Moreover, Golpayegani et al. (2024) proposed “Al Cards” as a holistic framework for documenting the usage
of Al systems in both human- and machine-readable formats, including information related to technical
specifications, usage, and risk management. Finally, it's important to note that the documentation of Al is also
aligned with the Al Act, specifically Annex IV (Technical Documentation) of Article 11.

Following the above, TOP utilizes a set of information cards to help organize, display, and facilitate interaction
with data, insights, or models. TOP Cards provide a compact way to present summarized information, making
it easier for users to digest important results or insights quickly. For example, a "card" can show performance
metrics such as accuracy, precision, and recall for a model, providing a concise overview. Finally, cards can
organize different model results or evaluation parameters for easy comparison and understanding. For
example, cards can be used to display the outputs of various models side by side, allowing data scientists to
compare performance metrics like model accuracy or training times across different algorithms.

Documentation Cards

Data Card

@

Al Actors

Model Card

Al Actor Card

Al System -.Use Case Card ==

Al Models

Risk Card

Method Card

Figure 5: TOP documentation cards

In the following subsections, we detail the six card types currently utilized within the TOP, which are
adaptations of existing methodologies in the field. Each card type has its purpose and content, and multiple
cards of the same type can be created to describe an Al System. The cards act as a centralized point of
reference and relate with each other as depicted in Figure 5, to communicate the necessary information to
Al actors and underlying procedures executed in TOP. Examples of each card and their respective fields are
provided in
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Annex 1: Documentation card examples. While the provided cards include specific sections and fields, these
are not necessarily final. Depending on the applicable use cases and the progression of the THEMIS project,
we anticipate adjustments to be made in order to fulfil their intended purpose effectively.

3.2. Use case Card

The Use Case Card serves as a high-level description of the Al System and its application, designed to document
all critical aspects of a specific use case, such as the specification of the SUT and its environment and the
priorities of stakeholders. It provides a structured format for describing the use case’s purpose, challenges,
and applied solutions, along with the stakeholders involved and the tools or data utilized. The card also
includes the problem definition by outlining the learning problem, the limitations of the current state, and the
integration of the solution into existing workflows. Furthermore, it highlights essential ethical considerations
such as autonomy, cybersecurity risks, and environmental impact, ensuring that trustworthiness is a key focus.
Additionally, the card specifies the objectives and requirements the Al system must meet, including functional,
operational, and ethical benchmarks. Finally, the card includes the references of all the other cards that are
under the described use case.

3.3. Data Card

The Data Card serves as a detailed documentation of the related datasets, capturing all essential information.
It captures key details about the dataset, including its origin, type, licensing, intended uses, and target users,
while also specifying out-of-scope use cases. The card provides a detailed description of the data itself,
including the structure of individual data points, any accompanying metadata, and references to additional
documentation. It highlights the data collection process, such as the sources, methodologies, and involvement
of domain experts, along with considerations for personal data and GDPR compliance. Information on data
processing, including labelling, anonymization, and measures to prevent leakage, is systematically recorded.
Furthermore, the Data Card includes quantitative analyses, offering insights into the dataset’s size, statistical
attributes, and distributions. Ethical considerations are a focal point, addressing issues such as biometric,
copyrighted, or business-related data, and identifying sensitive attributes, risks, mitigations, and additional
recommendations.

3.4. Model Card

The Model card aims to gather information about the Al models that are used across the system, focusing on
their specifications, intended use, performance, and ethical considerations. The card begins with general
information, such as the model originator, contact details, version, type, and date of development. It includes
a detailed description of the model’s architecture, size, hyperparameters, and any applied training algorithms,
fairness constraints, or other technical approaches. Licensing, references, and citation information are also
included.

The card highlights the model’s intended use, identifying primary tasks and users while explicitly describing
out-of-scope use cases to prevent misuse. Performance-related details, such as evaluation factors, metrics,
and testing results, are thoroughly documented. It provides insights into the datasets used, feature selection,
feature engineering, preprocessing steps, and data splits. Computational requirements, input features,
prediction outputs, and hyperparameter optimization methods are specified, ensuring that the training and
inference processes are well-understood.

Additionally, the Model Card includes performance evaluation metrics, describing decision thresholds,
variations in measurements, and quantitative analysis results. It evaluates the model’s performance across
relevant factors and intersections of these factors, offering a comprehensive view of its effectiveness. Ethical
considerations are a critical component, addressing the use of sensitive data, risks related to human life, risk
mitigation strategies, and potential harms. Known limitations, risks, and caveats, along with recommendations
for safe and ethical model usage, are thoroughly documented. This structure ensures that the model’s
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development, deployment, and usage are transparent, responsible, and aligned with ethical standards and
operational objectives.

3.5. Risk Knowledge Card

Risk Knowledge Cards are utilized primarily in the development of the THEMIS approach, as opposed to other
card types, which are used by users of the THEMIS system. The development process is termed “domain
modelling”, which has been described in D2.1 and is a form of Knowledge Engineering (KE) that may be defined
as “[...] concerned with the process to build, maintain, use and extend knowledge-based systems that use
(symbolic) Al methods. It covers all technical, scientific, and social aspects involved in this process.”* Domain
modelling is a subset of KE as domain modelling aims to model the knowledge in a specific domain of
knowledge (here Al threats and risks) and related domains (e.g. cybersecurity, privacy, the sectors of the use
cases). As such, the Risk Knowledge Cards aim to document the knowledge regarding Al risks and threats that
may be present in the SUT, which is encoded in the knowledge base of THEMIS’ risk management component.
D2.1 described the domain modelling process, which comprises:

1. Knowledge acquisition - the process of locating sources of knowledge, assessing their relevance, and
collating the knowledge

2. Knowledge Translation - translating the acquired knowledge into the format of the knowledge
schema, i.e. determining which elements of knowledge can be modelled as Assets, Threats,
Consequences, Trustworthiness Characteristics, Controls, etc.

3. Knowledge Encoding - practical steps to encode the new knowledge into the physical representation
of the knowledge base. [reprised and updated from D2.1]

The Risk Knowledge Cards define the schema for step 2 and serve as recording media for the knowledge
acquired in step 1 and classified and translated in step 2. The fields in the Risk Knowledge Cards follow the
structure of the entities described in Section 2.2. They record knowledge related to the risks that may be
present in the system, along with the Al or wider cyber-physical system Trustworthiness Characteristics that
each would affect, such as fairness, accuracy, and robustness, amongst potential others. These cards focus on
the risks that result in a degradation of TCs of the Al system or the wider cyber-physical system and can include
Al system, the wider cyber-physical system and stakeholder reputational consequences.

The information required for each entry in a risk card is the asset targeted by a threat (e.g., a training data
set), the vulnerability that enables the threat if exploited (e.g., biased data), the threat itself (e.g., biased data
used in training of Al algorithm), the consequence resulting from the threat (e.g., loss of fairness of Al
algorithm predictions), and any control or set of controls that would either block or mitigate the threat if
enabled and active (e.g., increasing training data set size and checking for fair representation).

Here, the asset can be a component of the Al system itself, a component of the wider cyber-physical system,
a stakeholder relevant to the system, amongst other types of assets. The vulnerability involves one or more
weaknesses at one or more of these assets. The consequence is given in terms of the degraded trustworthy
characteristic of the Al or wider cyber-physical system (e.g., loss of fairness in Al algorithm predictions), along
with potentially additional contextual information. The control(s) are given in terms of the assets they act on
and the level of blocking/mitigating they have on the threat. The threat entry is essentially a short descriptor
of the potential incident.

3.6. Al Actor card

The Al Actor cards provide a structured approach to categorizing and evaluating the roles, characteristics, and
impact of actors within the Al framework on TCs. The aim of these cards is to classify actors involved in Al
systems into meaningful clusters based on their roles, expertise, and influence on TCs and link these clusters
to these TCs such as transparency, robustness, fairness, or accuracy.

1 https://www.ulster.ac.uk/skillup/computing/short-course-knowledge-engineering

Page 16 D2.2 - THEMIS 5.0 - GA #101121042


https://www.ulster.ac.uk/skillup/computing/short-course-knowledge-engineering

SAL

Each card offers a comprehensive profile of the actor, including their role, technical proficiency, motivations,
and attitudes toward Al trustworthiness. Actors are then grouped into distinct clusters based on shared traits.
These clusters highlight how actors’ backgrounds and preferences shape their expectations and interactions
with Al tools.

The cards further assess how each actor or cluster impacts trustworthiness by examining their influence on
characteristics such as fairness, transparency, robustness, and accuracy. Additionally, the cards document
specific contributions and needs. Through the development of these cards, actors can be allocated to
trustworthiness clusters that reflect their potential contributions (i.e. high, moderate, and low trustworthiness
clusters).

3.7. Method Card

Model cards were first introduced by Google in 2018 (Mitchell et al. 2019). As the Al technology adoption has
progressed, the concept of model cards has also evolved and adapted to different types of models?. Since
most of the THEMIS 5.0 methods are ML-based, we adopt and extend the model card approach as shown in
Figure 6. Currently, the card focuses on methods that are Al/ML-based, where a reference to a Model card is
given, but this could be also extended to references to other assets of the Al System such as datasets.

Method card Model card
Section Section
) reference )
Field 1 [if model-based] Field 1
Field ... Field ...
Field n Field n

Figure 6. Structure of a method card

The Method Card is designed to host information about algorithms that relate to ML models and can be used
to assess or enhance the trustworthiness of the model across certain TCs. The card begins with Method Details,
including the method’s short and full names, a concise high-level description, and an outline of the
trustworthiness characteristics it supports, such as accuracy, robustness, or fairness. It also documents
limitations, potential conflicts, whether the method is Al/ML-based, and the availability of software
implementations, along with contact details for the responsible person or organization. Any additional helpful
information can be included in this section.

Stage Details provide insights into where the method fits within the Al lifecycle, specifying high-level stages
(e.g., Decide, Design, Develop, Deploy, Monitor) and associated subprocesses (e.g., Feature engineering,
Model training, Data preparation, Model evaluation). This section also identifies lifecycle characteristics, such
as human-in-the-loop or data-centric approaches, along with the roles of Al actors involved (e.g., ML
engineers, data analysts, or security experts). The primary focus of the method—whether it pertains to
models, data, or monitoring—is also outlined here.

Software Details cover the availability of code, including the URL to the source code repository, required input
data, groupings of needed entities, and the output produced by the method. Detailed explanations are
provided for the output, including its meaning and related metrics. These metrics—such as statistical parity
difference, equal opportunity difference, or Area Under the Curve (AUC)—are described alongside their ideal
values, thresholds for acceptability, and methods for visualization (e.g., bar charts, heatmaps, ROC curves).
Finally, the card references related documentation, such as Model Cards, if the method is Al/ML-based.

2 https://modelcards.withgoogle.com/about
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4. TRUSTWORTHINESS OPTIMIZATION METHODOLOGY
This section provides a set of guidelines that build on the conceptual framework and facilitate the practical

realization of the proposed trustworthiness optimization approach. The guidelines are structured based on
phases of the Trustworthiness Optimization Process.
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Figure 7: Four stages of Trustworthiness Optimisation Process
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Figure 7 visualizes the four stages of the trustworthiness process. The first one is the Identify stage, where the
system’s requirements and specifications are collected and then recorded into TAIl cards. In the next stage,
the so-called Assess stage is where the assessment, analysis, and quantification of risks and impacts for each
trustworthiness aspect takes place. Specific metrics and risks are taken into account during this process. The
Explore stage focuses on searching and finding solutions based on methods that enforce, augment, and
mitigate trustworthiness issues in order to propose optimal solutions. In greater detail, during this stage, the
system searches for such methods, it then examines and evaluates the selected methods, and lastly it chooses
and proposes the optimal solutions. Finally, the Enhance stage is where the proposed solutions are applied to
the Al system in question. The system and the Al models are monitored to guarantee that the changes made
have increased the system’s trustworthiness. The process continues iteratively, going through successive
stages repeatedly, as described by the Trustworthiness lifecycle. During all stages of the lifecycle, the system
remains in contact with the user through a human interface.

4.1. Identify

Gathering socio-technical environment information

Achieving the trustworthiness of an Al System requires the acquisition of information about its technical
details as well as its environment setting. Capturing the required information about the Al System is the main
goal of TOP’s initial stage, Identify. To effectively gather the required information, all possible Al actors and
stakeholders (defined by NIST Al RMF and OECD), such as domain experts, technicians, and users of the Al
System, must be highly involved. They are essential for collecting the technical, societal, legal, ethical, and
domain information of the system that lays the foundation for addressing its Trustworthiness Characteristics.
The acquired information is formatted and recorded in the form of structured documentation cards that
support the trustworthiness procedures by being accessible throughout the process. It is important to note
that while the documentation cards are the key information source of TOP, additional information can be
obtained from other sources (e.g., internal/external systems or components) that can actively provide relevant
information during the process execution. Finally, the content of the documentation cards is not static, but it
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dynamically updates during the execution of TOP, alongside the progression of the Al System and any changes
in its environment.

Requirements & Specification —
Technical m Al Actors

Use case Ethical/Legal
Aspects Societal

=l Documentation
Domain/Business

Al System

Metrics

Figure 8: Identify stage in detail
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The Identify stage can be broken down into the following subprocesses:

Subprocess 1: System environment contextualization: The first step involves collecting information to initiate
the trustworthiness process by establishing the necessary context for the Al system and its environment. The
system to be assessed and optimized must be clearly and comprehensively defined. This includes identifying
the various Al actors, stakeholders, and resources from which the required data will be aggregated.
Subprocess 2: Gathering information: Once the contextual information has been established, more detailed
data focusing on the SUT and its assets—such as datasets and models—should be collected. This subprocess
emphasizes gathering technical details about the Al system, the data it utilizes, and its model specifications to
ensure a comprehensive understanding.

Subprocess 3: Link metrics and methods: All components and processes of the Al system must be associated
with relevant metrics and mitigation methods across the trustworthiness characteristics (TCs). Metrics ensure
proper performance monitoring, while mitigation methods create a repository of potential solutions that can
be implemented when addressing identified issues.

Subprocess 4: Derive vulnerabilities, and risks: Based on the documented information, potential
trustworthiness vulnerabilities are identified in the form of risks associated with the system. These derived
risks must be aligned with the risk management framework to ensure consistency and usability in subsequent
stages.

Subprocess 5: Recording cards: The gathered information should be systematically recorded in a structured
format to map requirements and potential risks effectively. While this subprocess marks the conclusion of the
Identify stage, the recording process can be conducted gradually and concurrently with earlier subprocesses
to ensure accuracy and completeness.

4.2. Assess

Quantify and find risks that impact Trustworthiness

After all the relevant information is recorded, the Al System can be assessed both in terms of quantitative
measurements and potential risk to humans during the Assess stage. The previously defined metrics are
utilized for the respective TCs (e.g. robustness, fairness, accuracy, etc.) to produce a quantitative assessment
of the Al System. In addition, a Risk Management framework adapted to trustworthiness is employed and used
to assess the risks of the Al System.

By combining the metrics and risks, the trustworthiness assessment of the Al system is calculated. It is
important to note that every time the SUT is updated, the Trustworthiness assessment must be recalculated,
as it is a dynamic process.
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Figure 9: Assess stage in detail

The Assess stage includes the following subprocesses:

Subprocess 1: Quantitative Assessment: Based on the identified assets of the Al system (e.g. datasets,
models), a quantitative assessment is performed, taking into consideration all information gathered and
mapped during the Identify stage. This includes the identified metrics that produce technical measurements
across the different TCs (e.g. accuracy, robustness, and fairness) for the respective assets of the system. The
produced metrics can be communicated with the relevant Al actors and used as indicators for potential
limitations of isolated assets.

Subprocess 2: Risk Assessment: By combining the identified assets, vulnerabilities, and potential risks of the
Al System with the quantitative assessment results a risk assessment can be performed. A risk management
framework can be employed where based on a model of the Al System can calculate risk with respect to the
TCs of focus.

Subprocess 3: Disseminate results through reports: The results from the Quantitative and Risk assessments,
i.e. the quantitative metrics and the description of risks, must be made available in a structured manner (e.g.
a report) to all involved stakeholders.

4.3. Explore

Search for solution sets that mitigate trustworthiness risks

During this stage, applicable methods are found, and possible solution sets are composed to mitigate the Al
System’s trustworthiness risks based on the outputs of the previous stage. Depending on the risks and the
affected assets, mitigation methods can be found, available from the Identify stage. The applicable methods
are enacted as controls for risk management, informing the human supervisor about the possible actions that
can be taken. Sets of controls can be then selected automatically or manually to create solutions that increase
the overall trustworthiness of the system. Finally, the human supervisor can choose which solution to be

applied to the Al System.

Solution Set

Figure 10: Explore stage in detail

The Explore stage includes the following subprocesses:

Subprocess 1: Compiling Resources: This subprocess involves initiating the search for applicable methods
based on the collected and documented information. This includes data about the Al system and the available
methods, which are systematically compiled to facilitate the exploration of relevant approaches. The outcome
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of this search is a set of applicable methods that can be employed for the current Al system. These methods
are subsequently translated into controls within the risk management framework.

Subprocess 2: Examine Solutions: Once the appropriate methods have been identified and presented as
controls through the risk management framework, the human supervisor evaluates and selects the methods
to be applied. Multiple controls can be chosen to form a comprehensive set of solutions aimed at enhancing
the trustworthiness of the Al system and mitigating associated risks. The selected solutions should then be
implemented, and ideally, tested to assess the impact these methods will have on the Al system.

Subprocess 3: Evaluating Solutions (Optional): This subprocess is applicable only if the selected solutions can
be iteratively tested and evaluated through the trustworthiness assessment conducted during the Assess
stage. This iterative evaluation generates updated metrics and risk profiles for the Al system, which can be
combined with human preferences to identify the optimal solution. For instance, a multi-criteria decision-
making (MCDM) approach may be employed during this subprocess to compare the various solutions and
support supervisors in making informed decisions.

4.4. Enhance

Apply the changes and monitor performance

The final stage of the TOP involves implementing the chosen solution across the Al system lifecycle. During
this stage, updates are made not only to the Al System but also to the trustworthiness cards, particularly the
relevant fields that reflect the changes introduced. The behavior of the Al system is observed by tracking its
performance. If undesired behavior is identified, the process restarts to ensure continuous optimization.

Update
Cards

Monitor
& Detect

Figure 11: Enhance stage in detail

The Enhance stage includes the following subprocesses:

Subprocess 1: Applying Solutions: The selected solution is applied to the SUT. This involves implementing
changes based on the methods and controls that constitute the solution. The implementation should follow a
continuous improvement approach, ensuring that enhancements are made iteratively to refine the system’s
trustworthiness.

Subprocess 2: Updating Cards: The information documented in the trustworthiness cards must be updated to
reflect the changes made to the SUT and the implemented solution. Specifically, the fields in the cards should
be revised to represent the SUT’s current performance and ensure alignment with the modifications. Updates
to the cards can be automated, such as in the case of updated Al model performance metrics, or performed
manually by the responsible Al actors.

Subprocess 3: Monitor and Detect: Following the system enhancements, its response to changes and
performance must be monitored against criteria such as System Requirements, User Requests, Quantitative
and Qualitative KPls. For each improvement cycle, benchmarking against these monitored values is essential.
This process ensures the ability to track the system’s progression and identify areas for further optimization.

4.5. Human Oversight

Following the THEMIS 5.0 human-centric principles, it is important to consider the level of human involvement
during the stages of the process. TOP is designed with the human in the center, incorporating and involving
the various Al actors of the Al System across all the stages. According to NIST’s Al RMF3, different Al actors

3 https://airc.nist.gov/Al_ RMF_Knowledge Base/Al RMF/Appendices/Appendix A
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perform distinct tasks, that can take place during different stages of the Al lifecycle. Based on these tasks, the
different types of Al Actors can be grouped into several distinct categories: Al Design, Al Development, Al
Deployment, Operating and Monitoring, Test Evaluation Verification and Validation (TEVV), Human Factors,
Domain Experts, Al Impact Assessment, Procurement, Governance and Oversight, Third-party entities, End
Users, Affected Individuals/Communities, and the general public. A non-exhaustive example of the Al Actor
involvement throughout the TOP is depicted in Figure 12. The Al actors participate during the process by giving
their inputs, supervising, and taking actions.
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Figure 12: Al actors in TOP

More specifically, the collection of system requirements and specifications can require the involvement of
actors that belong to the following categories: Al Design, Al Development, Domain Experts from various fields,
Human Factors, Governance and Oversight, and even End Users. More specifically, business and data analysts,
managers and workers, as well as legislators might be involved in this process. Business analysts can aid in the
communication between the other actors involved in this stage, as well as bridge the gap between the
technical, ethical/legal and social impact of the system. In order to record the collected information in a
standardized manner, a number of different experts that are included in the already mentioned categories
might get involved, with the potential addition of impact assessors and evaluators. For example, software
engineers, ML engineers, and system engineers might cooperate to create the different card types in order to
accurately represent the collected information. In this process, lawyers, ethical advisors, and even product
managers can play an important role in the correct recording of information.

The assessment stage involves mainly technical stakeholders, such as Al Development, Al Impact Assessment,
TEVV, Operation and Monitoring actors, while End Users and Governance actors participate as well. More
precisely, the quantitative assessment of the SUT is carried out by experts on Trustworthy Al based on the
appropriate metrics, while the risk assessment mainly involves system engineers and business analysts who
together can map and measure its vulnerabilities and risks.

Actors from the Al Development and Al Deployment teams, together with Domain Experts, examine the
possible solutions. ML and software engineers work together to find the optimal solution that augments the
system’s trustworthiness, while Al Impact Assessment and TEVV actors evaluate the different available
solutions. Then, Al Deployment actors, such as software engineers and system integrators are in charge of
applying the method to enhance the system. Next, actors from a number of different categories, such as
Domain Experts, TEVV, Al Impact Assessment, and Operating and Monitoring, can be in charge of monitoring
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the changes made to the system, in order to verify that it has in fact been enhanced. Business analysts also
participate in the monitoring of the system, since they can better judge whether the solution provided has
yielded legitimate results. If not, the process can iteratively continue, until the optimal solution is found.

Finally, it is important to note that throughout the different stages, there is active communication with end
users. This can include an assessment or solution overview given to the users and any other type of feedback
provided by the users themselves that can have an influence on the TOP. The provided feedback could indicate
updated preferences or objectives of the Al actors, as well as changes to the configuration for the
trustworthiness assessment and enhancement. The human interface through which this is achieved is created
with an emphasis on human-centered design and methodologies by actors that perform Human Factors tasks.

4.6. Cards and Assets in TOP

As discussed earlier optimizing the trustworthiness of an Al System comprehensively is a tedious task that
requires gathering assets and information from various sources. The orchestration of this data communication
is one of the main functionalities of TOP. As illustrated in Figure 13 each stage of the process requires specific
information about the Al System, which can be found in its corresponding assets or the documentation cards.

In the Identify stage, all the assets of the Al System (e.g. Data and Al Models) are discovered, and all the cards
are recorded, which are utilized in the subsequent stages. In the Assess stage the Quantitative Assessment
relies on the Data and Al model assets to generate the respective metrics, while the Risk Assessment is
instantiated by the information from the Risk card. Both assessments can retrieve supplementary details, if
needed, from the Data and Model cards. During the Explore stage, the Method cards are used to find the
applicable methods and create suitable solutions, while the Al Actor cards incorporate user preferences in the
solution selection process. In this stage, the solutions are evaluated based on the requirements recorded in
the Use case card and can be tested using the data and Al model assets. Finally, in the Enhance stage, the Al
System is monitored for performance deviations based on the Use case card, while any changes to the system
are reflected in the corresponding cards. This ensures that TOP is augmented with the necessary information
that supports all underlying procedures.
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Figure 13: Utilization of cards and assets in TOP
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5. CONCEPTUAL ARCHITECTURE

5.1. Introduction

This section presents the conceptual architecture that is built upon the defined framework and the respective
notions described in the previous section. The conceptual architecture, depicted in Figure 14, represents the
foundational structure of THEMIS 5.0 approach to achieving trustworthy Al systems. It integrates various
processes and components into a cohesive framework that facilitates the systematic evaluation and
enhancement of trustworthiness across Al systems. The architecture is centered around the interactions
between the Al Actor, the Al System, and THEMIS platform, that comprise the key components of the
architecture. The Al Actor refers to the individuals or teams responsible for designing, developing, and
managing the Al System following the definitions in Section 4.5.

The Al System present in Figure 14, represents the Al core of the SUT for which THEMIS platform will be used
to evaluate and enhance its trustworthiness. Among the components of the SUT, data and Al models included
in the system are the key components that can impact the system's trustworthiness and play an important
role in improving it. Thus, THEMIS mainly focuses on examining and employing these components to
implement assessment and enhancement methods that are applicable to these. In this context, the Al System
realizes the organization’s processes by employing the available data of the organization and applying Al
models that are developed to implement the required processes and provide the respective insight to its users.
The Al Actor, holding one or more roles as described in the previous section, interacts with the Al System, with
the goal of either providing input to the system, monitoring the system’s performance, developing parts of
the system, or deploying its updated parts. In this context and while implementing these scopes, the Al Actor
can explore or enhance the trustworthiness of the SUT by using the THEMIS platform.

THEMIS platform consists of four main components®. the Conversational Agent, the Trustworthiness
Optimization Process component, the Risk Management component, and Legal Compliance. This conceptual
architecture aims at facilitating and providing the blueprints for the implementation of six main decision
processes involved in THEMIS platform, which are further elaborated in Section 5.2.

Starting the trustworthiness evaluation and enhancement scenario, the Al Actor interacts with the
Conversational Agent that represents the interface of the platform. This component is responsible for realizing
the decision point described in Section 5.2.4. Through this interface, the Al Actor can communicate and
intervene in the process while the Conversational Agent component facilitates the personalization of the
process to the Al Actor’s preferences. Through this interaction, the Al Actor can initiate the Trustworthiness
Optimization Process (TOP) component built on the foundations described in Section 4. The TOP component
starts by applying the defined phases Identify, Assess, Explore, and Enhance sequentially while providing
results and expecting feedback from the Al Actor. Additionally, the Al Actor through its preferences can select
specific Trustworthiness characteristics for which the evaluation and enhancement trustworthiness process
can be applied. On the other hand, the TOP component can operate independently of the selected
trustworthiness characteristics and can support the evaluation and enhancement of the three trustworthiness
characteristics, i.e. Fairness, Accuracy, and Robustness to ensure optimal outcome. Following the architecture
presented in this section, as well as the followed technical work conducted in THEMIS 5.0, the resulting
platform will hold an extension capability to support the same process for several additional trustworthiness
characteristics. Across the TOP phases, the Risk Management component sub-processes are implemented in
the appropriate sequence. Sections 5.2.2 and 5.2.3 define the respective decision points that are involved in
the Risk Management component. Following the definitions of the phases in Section 2.1, the first phase of
TOP is the Identify phase.

The Identify phase starts with the System Documentation module, which is responsible for collecting the
required information about the Al System and the environment in a structured way complying with the as-a-
Card approach. During this information collection, the Risk Management process is initiated by the Context

4 With the term “components” we refer to elements of the conceptual architecture that do not necessarily map to the technical
implementation of the THEMIS 5.0 framework.
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Establishment module that gathers the risk-related information, i.e. the vulnerabilities and threats of
trustworthiness for the system, as well as the respective trustworthiness controls that are able to mitigate
these threats. The controls that have this capability are represented by the trustworthiness assessment and
enhancement methods that apply to the Al System for the selected trustworthiness characteristic. THEMIS
platform provides the Trustworthiness Knowledge Base, which comprises the implemented trustworthiness
evaluation or enhancement methods that are included in THEMIS platform. Since there is a plethora of such
methods in the literature, where each of them depends on the trustworthiness characteristics, the data
information, and the Al model under examination, this knowledge base has a sophisticated structure and is
developed by Trustworthy Al experts. However, the Trustworthiness Knowledge Base module should be
developed in an extensible way to be able to support additional methods without requiring structural updates.
The next step of the Identify phase is the anonymous assessment of the human decision support, implemented
by the Human Assessment Decision Support module. This module is responsible for identifying and
understanding how the human is involved in the process, considering several aspects of the human presence.
The corresponding decision point is described in Section 5.2.2.

The information collected and the configuration selected through the Identify phase are forwarded to the
Assess phase. In this step, the Risk Assessment module and the Trustworthiness Assessment module act in
collaboration, in order to provide the risk-based trustworthiness assessment results for the Al System and its
parts to the Al Actor, with respect to the selected trustworthiness characteristic. The Risk Assessment module
is responsible for conducting the related steps that will provide insight regarding the risk of the trustworthiness
of the Al system, while the Trustworthiness Assessment module employs the available assessment methods
present in the Trustworthiness Knowledge Base for the selected characteristic and provides trustworthiness
evaluation results in terms of the relevant trustworthiness metrics. Both modules implement core
functionalities of the THEMIS platform that are further discussed in Sections 5.2.1 and 5.2.3.

The assessment outcomes of the Assess phases are forwarded to the Explore phase for which they comprise
essential information. In the Explore phase, the Risk Treatment module of the Risk Management component
recommends the controls that can mitigate the assessed risks. The controls correspond to the candidate
enhancement methods included in the Trustworthiness Knowledge Base for the specific setup (i.e. selected
characteristic, dataset, Al model type). These controls are communicated to the Enhancement Methods
Exploration module. This module follows the approach described in the Explore phase with the goal of
exploring the optimality of the enhancement methods, meaning which methods can improve the
trustworthiness of the Al system more efficiently, for the specific conditions, among the candidate ones. The
exploration results consist of the evaluation of the available methods and are provided as input to the Solution
Recommendation module. This module implements one of the core functionalities of THEMIS, that is the
recommendation method of the optimal enhancement method that will be recommended for implementation
to the Al Actor. The corresponding decision point is further described in Section 5.2.5.

Proceeding to the final phase of TOP, the exploration results along with the Risk Treatment results are
communicated to the Al Models Enhancement and Residual Risk modules accordingly. The Al Models
Enhancement module is responsible for applying the enhancement controls by the Al actor to the Al System
to improve its trustworthiness. The results of this step are forwarded to the Residual Risk module which will
update the risks considering the implementation of the controls. These risks, along with the enhancement
results are communicated to the Al Actor, to monitor, re-run or further adapt the evaluation and enhancement
process.

Finally, through the work conducted in THEMIS 5.0, the Legal Compliance component ensure that THEMIS
platform across its processes adheres to applicable laws, regulations, and ethical guidelines, in terms of legal
requirements related to data protection, privacy, accountability, and other relevant domains. This ensures
that trustworthiness enhancement activities are aligned with legal obligations, thereby reducing potential
liabilities and building stakeholder confidence. The Legal Compliance process is further detailed in Section 5.3.
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Figure 14 Conceptual Architecture of THEMIS 5.0

5.2. Decision processes

As discussed in the previous section, the THEMIS 5.0 conceptual architecture compromises multiple decision
processes, which are essential for the assessment and enhancement of the Al System’s trustworthiness. Each
decision process contributes to specific parts of the architecture and workflow to support the decision-making
of the involved Al actors and tackle relevant challenges in the field of TAI. The following subsections describe
all the decision processes in more detail.

5.2.1. Trustworthiness Assessment

To enhance the trustworthiness of an Al System, it is essential to understand and measure its potential
limitations and shortcomings. The Trustworthiness Assessment decision process within THEMIS 5.0 assesses
the technical performance of the system’s assets (i.e. datasets, Al Models) concerning the TCs of focus. While
the literature offers a variety of methodologies and metrics for measuring the Al System’s performance,
selecting the most appropriate ones is not straightforward, as their relevance depends on the specific use case
and system. For each TC included in the scope of THEMIS 5.0 — namely Fairness, Accuracy, and Robustness -
the assessment employs three distinct toolboxes to calculate performance metrics for the respective Al
System’s assets and TCs. The outcomes of these assessments provide human supervisors with a
comprehensive overview of the system’s strengths and weaknesses across the defined TCs. Additionally, these
results serve as critical inputs for the risk management framework, to properly calculate the vulnerabilities
and risks derived from the system’s assets.

5.2.1.1 Fairness

In machine learning and artificial intelligence, fairness is a critical aspect that ensures models do not
perpetuate or amplify biases inherent in the data or introduced during the modelling process. Such biases can
result in discriminatory practices, unfairly disadvantaging individuals or groups based on protected attributes
like race, gender, or age. Tackling fairness is essential for developing trustworthy Al systems, particularly in
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human-centered decision-making contexts where Al-driven recommendations can profoundly influence
people's lives.

To assess the fairness of ML models within the THEMIS 5.0 framework, the tool FairnessEvaluator is designed.
With an emphasis on human-centred decision-making, this tool plays a vital role in ensuring that these models
adhere to ethical principles and fairness standards. By offering a comprehensive evaluation of potential biases
in model predictions, the FairnessEvaluator helps foster more equitable Al systems that comply with both
ethical guidelines and legal requirements. It supports the evaluation across multiple protected attributes such
as race, gender, or age, and allows users to select specific metrics relevant to their context

The FairnessEvaluator aims to directly support human-centered decision-making by providing transparency
into the fairness of Al model predictions. By highlighting potential biases, it is intended that decision-makers
can identify and mitigate unfair treatment of unprivileged groups and take corrective actions, such as
rebalancing the dataset or adjusting the model. This could enhance trust in Al systems by building confidence
among stakeholders that Al-assisted decisions are equitable and just. Additionally, it may help ensure
compliance with ethical standards by adhering to guidelines and legal requirements regarding non-
discrimination. By integrating the FairnessEvaluator into the THEMIS platform, we expect to provide a robust
mechanism for assessing and promoting fairness in Al models, contributing to the aim of enhancing human-
centered decision-making through trustworthy and transparent Al systems.

5.2.1.2 Accuracy

The methodology for detecting misclassification consists of two models: (1) an ML model making classification
predictions for a particular use case, and (2) a decision-supported ML based misclassification detection model
which detects whether the classification model has made a correct or incorrect classification. For clarification,
we establish the following naming standard for each respective misclassification detection model: The model
which performs the prediction (read: cancer classification, fake news detection or estimation of time of arrival
at a dock) is called the prediction model. The ML-based methods that detect incorrectly and correctly made
predictions by the prediction model is called the detector, or the misclassification detector.

The general toolbox for misclassification detection is what we refer to as SafetyCage. Since each of the
misclassification methods has its pros and cons, SafetyCage will facilitate an automatic procedure in which
one uses the misclassification method that is most suited for each particular situation. Output for each method
and each single pair of input sample and prediction from the prediction model is a raw value that quantifies
uncertainty in prediction. For visualization for the user, we plan to facilitate a traffic light visualization in which
green means that the prediction can be trusted, orange means that the prediction should be regarded as
uncertain, and red means that the prediction is deemed to be incorrect. In addition, if historical data is
available and for a particular input sample x flagged as giving a wrong prediction y by the detector, we will
provide to the user other input samples z_1,..., z_n with corresponding true labels y_1,..., yn that are similar
to x to be used as a decision-support for evaluating whether the prediction indeed is wrong or not.

A direct effect of the above-mentioned methods will deliver a higher accuracy during deployment, due to the
mitigation of wrongly classified samples made by the model predictor, supplemented by model explanations
made by another ML-based model (SHAP). These tools will help the Al actors to work with the Al models to
make the right decisions.

The contribution to THEMIS is a decision support for the end user on whether the model prediction is reliable.
Because different misclassification methods will be used in different scenarios, their respective outputs will
have different meanings. SPARDACUS outputs a p value, while DOCTOR provides odds, and so on. Thus, a
unified heuristic metric must be implemented and presented for the end user. Such a heuristic metric could
be levels of confidence that the prediction is correct (red: not confident, yellow: somewhat confident, and
green: confident). The number of levels is to be determined. An explanation provided by an algorithm such as
SHAP would be accompanying the misclassification detection, such that the end user also can see how much
and which parts of the input to the model drove the model to its decision. By doing so, the end user, which
would also be the domain expert can reason about whether the misclassification is reasonable. Consider a
model classifying a cancer sample as benign, when it is in fact malignant. The detector will flag the prediction
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as incorrect and be supplemented by another image depicting which parts of the image were used to drive
the model to classify the cancer sample as benign.

5.2.1.3 Robustness

In addition to the SafetyCage toolbox for misclassification detection, a similar library-like tool will be
developed to address the assessment of Robustness. The tool will support ML-based methods for out-of-
distribution (OOD) detection and counterfactual explanation based on the various SOTA approaches from
the literature.

For the former, OOD detection, the plan is to integrate these software packages together in a repository, and
in the same spirit as the SafetyCage repository, facilitate an automatic procedure where the best-suited OOD
method is applied for each specific situation based on the characteristics of the input sample x. For the latter,
Counterfactual explanation, again the approach will be similar to the SafetyCage and OOD repositories, where
the plan is to use the best-suited method for each specific situation based on the characteristics of the input
sample x.

This tool will enable the Al actors to examine how the Al models behave in conditions where parameters (e.g.
input, output) take unexpected values. Based on the assessment and potential explanations about their
behavior, the Al actors will be able to identify faulty and unwanted operating scenarios for the Al models.

5.2.2.  Anonymous assessment of human preferences

The anonymous assessment of human preferences is a process designed to evaluate and categorize human
personas based on their preferences, attitudes, and professional characteristics. This approach enables a
systematic allocation of individuals into different trustworthiness clusters, ensuring that the THEMIS 5.0
framework will consider the human element in the trustworthiness assessment.

The work builds on the qualitative data gathered through co-creation workshops of the three sectors under
exploration. Through a thematic analysis, themes such as trust in Al, transparency requirements, ethical
considerations, and user motivations were identified. These insights were then cross-checked against existing
literature to validate the findings and enhance the allocation of personas to their respective clusters.

Each cluster reflects unique user attributes, such as professional experience, and the profiling process
integrates also psychological, and behavioural characteristics, further refining the alignment of personas with
trustworthiness traits. This mapping exercise produced actionable insights, highlighting key attributes such as
conscientiousness, openness to innovation, and ethical alignment, which affect the interaction between
personas and Al tools.

The collection of responses is conducted anonymously through a questionnaire, on critical themes such as
professional experience, attitudes towards Al, and motivations. The collected data is analyzed through a
predefined matrix that maps user preferences and behaviors to their respective trustworthiness clusters (see
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Annex 2: User persona mapping and clustering matrix).

This anonymized profiling of human personas is critical to enhancing the human-centered aspects of
trustworthiness within the THEMIS 5.0 platform. By integrating these trustworthiness clusters into the
decision-making processes, THEMIS can dynamically adapt its recommendations and interaction strategies
based on the distinct needs and expectations of different user groups. This alignment ensures that the
platform remains not only technically robust but also responsive to the human and ethical dimensions of trust
in Al systems. Moreover, this process fosters a deeper understanding of how varying human traits influence
trust dynamics, enabling more tailored and effective trustworthiness assessments and enhancements. The
insights derived from this approach further strengthen the platform’s ability to build trust and transparency,
promoting equitable and ethical Al interactions across diverse application domains.

5.2.3. Risk evaluation

Risk evaluation uses a typical process within a risk management cycle, shown in Figure 15. This process is
derived from I1SO 27005 on information security risk management, as follows.

1. Context Establishment: A user of the tool builds a "system
model", via drag & drop of Assets & relations onto a
modelling canvas to describe a scenario of Al risk context. s .

2. Risk Identification: Single Supervisory Mechanism (SSM)
Tool matches system model against KB to determine Threats ! ] . !
. ' Risk Identification '
in scope and the Consequences of those Threats. | |

3. Risk Analysis: the SSM tool calculates the likelihood of ! * i

Threats, and the user specifies their risk preferences by Risk Analysis

Context Establishment €=

setting impact (severity) levels on different Consequences. *
Impact and Likelihood are combined per Consequence to
determine its Risk Level. Risk Evaluation

4. Risk Evaluation: The user inspects the risks and determines +_____________ | ______________.
if any are unacceptably high, or if the overall risk level is l
a§ceptable. Risk Treatment
5. Risk Treatment: SSM recommends Controls to apply to
Assets in the system model to manage risks by blocking +
Threats.
6. Residual Risk: The risks are re-calculated with Controls [ Residual Risk ]7

applied resulting in Residual Risk levels. The user inspects
this risk level and if acceptable the process stops (for now),
but if unacceptable, the Analysis, Evaluation and Treatment
steps are re-executed to try new Controls. This process
iterates until the overall risk level is acceptably low.

Figure 15: Typical Risk Management Process
Diagram (adapted from I1SO 27005)

The whole process is re-executed every time the system context (the Al SUT itself, its creation or deployment
environment) changes, because the additions/deletions to the system context will affect the risk profile.

The steps above are from classical risk management, but it is straightforward to map them onto the THEMIS
TOP from Section 4. The mapping is shown below in Figure 16.
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The mappings are briefly described below. The TOP process steps involve more than just risk management,
but here the risk management aspects are discussed.

e TOP “Identify” maps onto “Context Establishment” — this is where the Al SUT and its environment are
specified, along with the priorities and concerns of the stakeholders in the deployment scenario.

e TOP “Assess” maps onto the “Risk Assessment” Box. “Risk Identification” is where risks are determined
by Threats attacking Assets. “Risk Analysis” is where resulting Risks are determined, which are the
combined Impact and Likelihood of TC compromise. “Risk Evaluation”, where risk levels are examined
and either deemed acceptable or too high.

e TOP “Explore” maps to “Risk Treatment”, where different options for management of risk are
evaluated and one or more control strategies are selected.

e TOP “Enhance” is actually the step of implementing the control strategies on the Al SUT or the assets
in its environment. The protective effects of these controls result in a “Residual Risk” level for the Al
SUT.

Given the closeness of the mappings, it can thus be seen that the risk assessment methodology followed by
SSM, such as Spyderisk®, developed by the University of Southampton, can easily support the THEMIS TOP
process.

5.2.4. Conversational Agent for Human in the Loop

The conversational agent is a process that will engage the end-user in a text-based dialogue to incorporate
the human perspective into the evaluation of trustworthiness by assessing both human behavioral and moral
value aspects. Hence, the conversational agent will collect user preferences, attitudes, and moral and
professional characteristics through a set of pre-defined questions. These data will be leveraged to predict
end-user's: i) traits with respect to TCs, and ii) moral orientation.

The conversational agent will be an LLM-based service, which will be developed based on the methodology
“Anonymous assessment of human preferences” (Section 5.2.2), while the moral orientation follows the
ethical compass methodology to identify a user's preferences. These preferences, concern three applied ethics
approaches: virtue ethics, deontological ethics, and utilitarian ethics, each corresponding to personal values
and virtues, regulatory standards, and the evaluation of consequences, respectively.

5 https://www.it-innovation.soton.ac.uk/projects/spyderisk
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The identified user traits and moral orientation will be stored in the Al Actor Card (see Section 8.5).

5.2.5. Solution Recommendation process

Solution Recommendation aims to recommend one or more solutions to address the identified
trustworthiness risks. This process involves leveraging a collection of existing methods that have been
gathered from the literature and systematically documented in the corresponding Method cards. These
Method cards serve as a structured repository, capturing essential details about each approach, such as its
theoretical foundation, particular characteristics, application guidelines, and any observed outcomes or
limitations. Querying the repository with the characteristics and requirements of the Al System applicable
methods can be found. The first step for recommendation involves the assessment of the impact they have
on the Al System with respect to the TCs and their respective metrics and risks. Quantitative assessment
ensures that the methods are judged based on measurable performance metrics such as technical
trustworthiness aspects, for example, but not limited to: accuracy, robustness and fairness. On the other hand,
risk management is used to identify and mitigate any potential vulnerabilities or adverse effects associated
with their implementation. Based on this initial assessment, methods that compromise certain requirements
can be discarded.

The next step involves aligning the results with user preferences, based on the traits identified during the
“Anonymous assessment of human preferences”. Trustworthiness might include attributes such as fairness,
robustness, or accuracy, depending on the specific needs and priorities of the stakeholders. To navigate this
complex decision-making process, methodologies such as MCDM can be employed. These methodologies
provide a structured framework for weighing various factors and prioritizing solutions.

Finally, all the insights gathered during this process will be used to rank the methods, with the ranking
reflecting quantitative and risk performance, as well as alignment with trustworthiness criteria. This ranked
list will serve as a recommendation to the human supervisor, who can then make an informed decision about
which solution is best suited for the Al system. The approach ensures that the selected method is not only
technically effective but also aligns with user preferences and the specific use case requirements and
structure.

5.3. Processes for assessing legal compliance in the development of the THEMIS 5.0 platform

During the development of the THEMIS project, a number of its activities are relevant for the application of
two EU legislative acts: the General Data Protection Regulation ("GDPR")® and the Al Act ("AIA")”. The GDPR
and the AIA are relevant to the development of THEMIS for different reasons. On one hand, the GDPR applies
to the data processing operations taking place during the project, so it is relevant to ensure that partners
comply with it in their activities. On the other hand, the AIA does not apply to the activities carried out during
the project due to the exemption laid down in Article 2(8), but it is relevant to ensure that the platform can
be deployed in the future. This paragraph provides a brief description of their relevance for the project and
explains how KUL supports partners in the development of the THEMIS platform to help them comply with
both the GDPR and the AIA. This paragraph outlines, in essence, the processes followed during the project to
assess legal compliance with the two EU regulations.

First, as concerns the GDPR, during the project the processing of personal data may be necessary for the
development of the THEMIS platform, and in particular in defining, preparing, and using the datasets to train
the Al models required for the platform. As these datasets may contain personal data, their processing should

6 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the protection of natural persons with
regard to the processing of personal data and on the free movement of such data, and repealing Directive 95/46/EC (General Data
Protection Regulation), OJ L 119 of 4.5.2016.

7 Regulation (EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024 laying down harmonised rules on artificial
intelligence and amending Regulations (EC) No 300/2008, (EU) No 167/2013, (EU) No 168/2013, (EU) 2018/858, (EU) 2018/1139 and
(EU) 2019/2144 and Directives 2014/90/EU, (EU) 2016/797 and (EU) 2020/1828 (Artificial Intelligence Act), OJ L 2024/1689 of
12.7.2024.
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be compliant with the GDPR. For instance, partners need legal guidance to ensure that the formation and use
of co-created datasets is permissible under one of the legal bases for processing of the GDPR, and that
transparency requirements towards data subjects are complied with. In this regard, KUL gives support by
providing high-level guidance on the legal challenges faced by partners during the project, e.g. by pointing out
the applicable provisions, and by answering specific questions posed by partners. Therefore, the role of KUL
is not that of providing specific indications on the single measures for partners to take to ensure compliance
with the GDPR for all personal data processing operations. The support provided by KUL will be continuous
during the project and may involve participation and contribution to deliverables in other work packages of
the project, such as WP4. The impact assessments conducted in the design and development phases of the
project also contribute to assessing compliance with the GDPR.

Second, compliance with the applicable provisions of the AlA is needed to ensure that the THEMIS 5.0 platform
is future-proof and can be deployed once the full text of the AIA becomes applicable. The Al Act will be fully
applicable from 2 August 20262, even though there is a phased entry into application of some of its provision
before such date: i) the chapters on general provisions and prohibited Al practices apply as of 2 February 2025,
ii) one section of the chapter on high-risk Al systems, the chapters on general-purpose Al models, institutional
governance, penalties®, and Article 78 apply as of 2 August 2025, iii) Article 6(1) applies from 2 August 2027.
Since the AIA will be fully applicable in the next three years and, considering that the aim of the project is to
develop a platform that can be deployed in the future, compliance with the AlA should be assessed as of now.
The role of KUL in this respect is to perform the impact assessments in the design and development phases of
the project, as well as to provide high-level guidance and answer specific questions from partners on the
applicability of the AlA.

6. CONCLUSION

As outlined in the THEMIS 5.0 Description of Action, the work presented in this deliverable presents the initial
results of T2.3 Conceptual Modelling of Al THEMIS 5.0 Trustworthiness Optimisation Ecosystem. We presented
the THEMIS 5.0 framework, which has been designed and developed in T2.3. The framework’s purpose is to
act as the conceptual blueprint for the project, guiding the technical as well as the methodological
developments. Work in T2.3 continues, mainly with the aim to validate the results presented herein by
receiving feedback from the pilots and WP4 activities.

The insights gained in this work serve to ground the coming research in THEMIS 5.0 in the technical front, as
well as in the research activities within the user groups which are intended to benefit from the THEMIS 5.0
approach. From the groundwork in Task 2.3, key insights are made in the following areas:

e Al system and socio-technical environment: THEMIS 5.0 concerns the assessment and optimization
of trustworthiness for an Al system under test. The assessment and optimization of trustworthiness
require system trustworthiness characteristics to be detectable for inclusion in analyses and
optimization considering multiple characteristics simultaneously. Users and experts need to be
involved in the assessment process so as to ensure compliance with human values.

e Continued Lifecycle development: The trustworthiness of the Al system and underlying Al model
needs to be developed and maintained from a lifecycle perspective. For efficient and effective Al
trustworthiness optimisation in complex business contexts and socio-technical environments, analysis
and trustworthiness criteria and human values need to be continuous and supported by specific Al
models orchestrated for input to risk assessment.

e Human-centred Al and user preferences: The human-centred approach and the consideration of user
preferences are key to enabling sufficient consideration of the socio-technical environment of the Al
system under test.

e Risk assessment for Trustworthy Al: In line with the state of the art, risk assessment is considered key
to assess and optimize Al trustworthiness. The framework puts risk assessment center stage and has

8 See Article 113 of the Al Act.
9 With the exception of Article 101 of the Al Act.
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further shown the relevance and feasibility of Spyderisk as a tool for conducting such risk assessment
as it aligns with major frameworks of relevance to trustworthy.

Ethical and legal considerations: Ethical and legal aspects are key to trustworthy Al, particularly in the
context of the Al Act (EU, 2024). The framework allows for thorough consideration of ethical and legal
aspects of the THEMIS 5.0 approach, with key ethical and legal requirements explicated.
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8. ANNEX 1: DOCUMENTATION CARD EXAMPLES

8.1. Use case card

Table 1: Use Case card template

Card section / field \ Description

Use case details

This section contains general information about the use case.

Contact persons

Person(s) or organization responsible.

People involved

What groups of people are involved?

Use case Summary

Describe shortly the use case.

Solution Summary

Describe shortly the applied solution.

Problem Definition

This section contains information about the problem in the use case.

Technical Challenges

Which are the technical challenges of the use case?

Learning problem

What is the formulation of the learning problem?

Current disadvantage

What are the current disadvantage(s) of the status quo?

Integration How is solution integrated into the current workflow?

Al purpose What is the intended purpose of the Al?

Available tools Are there any existing tools that solve the defined problem?

Data details Describe shortly what data are used.

Ethical considerations This section contains information about ethical considerations of the use case.
Autonomy What is the level of autonomy of the solution?

Cybersecurity Are there any known cybersecurity risks?

Environmental Does the solution pose any environmental concerns?

Objectives This section contains the requirements that the Al Solution must meet.

List of requirements

What requirements must the Al System meet (e.g. KPIs, Functional/Operational/Ethical
requirements)?

Card References

This section contains references to other cards of the use case.

Data Cards Reference to the use-case Data cards.
Model Cards Reference to the use-case Model cards.
Al Actor Cards Reference to the use-case Al Actor cards.
Risk Cards Reference to the use-case Risk cards.

Method Cards

Reference to the use-case Method cards.

8.2. Datacard

Table 2: Data card template

Card section / field \ Description

Dataset details *

This section contains basic information about the dataset.

Contact info *

Person or organization developing the dataset.

Dataset date *

Date when the dataset was developed.

Dataset type *

What is type (format) of the dataset (e.g., Tabular, Media, CSV, JSON)?

Licencing

What is the licensing and terms of usage of the dataset?

Intended use *

This section contains information about use cases that were envisioned during development.

Primary intended uses *

Whether the dataset was developed with general or specific tasks in mind.

Primary intended users *

Which target users the dataset was developed for.

Out-of-scope use cases

Description of uses that the dataset should not be applied to.

Data description

This section contains descriptive information about the data of the dataset.

Data point Description of a data point with its interpretation and types. You can also provide an example
Additional Documentation If available provide additional documentation for the data (e.g. links, references etc)
Collection This section contains information about the collection of data.

Data sources

What are the sources of data?

Collection procedure.

What is the collection procedure for the dataset?

Metadata

What metadata are collected?

Human-involvement

Are there any humans or domain experts involved during the collection of data?

Personal data

Is there any personal information collected? If yes, are all individuals aware their participation?

Processing

This section includes information about the processing done to the data after collection.
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Labelling

If applicable, describe the labelling process

Processing Actions

What other processing actions are executed on the raw data (e.g. discards, calculation,
formatting)?

Anonymization

If applicable, highlight (pseudo-) anonymization actions.

Leakage

How is data leakage prevented?

Quantitative analyses

This section should contain information about the results of evaluating the dataset.

Size

What is the size of the dataset (e.g. size in GB, number of files or records)?

Statistical details

What is the statistical status of the dataset (e.g. data distributions, percentages of each class)?

Ethical considerations

This section contains information about ethical considerations that went into the dataset
development.

GDPR

Is the data GDPR compliant?
{Yes, No, Not Applicable}

Biometric data

Does the dataset include biometric data? If yes, please describe.

{Yes, No}

Copyrighted data Does the dataset include copyrighted data? If yes, please describe.
{Yes, No}

Business data Does the dataset include business related data? If yes, please describe.
{yes, No}

Sensitive attributes

In terms of fairness, are there any sensitive attributes from the data that could compromise it?

Mitigations

What risk mitigation strategies were used during dataset development?

Risks and harms

What risks may be present in model usage?

Caveats and
recommendations

This section should list additional concerns that were not covered as part of the ethical
considerations.

Description

List of additional concerns.

8.3. Model card

A template for a model card is shown in Table 3. An asterisk (*) behind the section or field label indicates that

it is required.

Table 3. Model card template

Card section / field \ Description

Model details *

This section contains basic information about the model.

Contact info *

Person or organization developing the model.

Model date * Date when the model was developed.
Model version * Version of the model.
Model type * What type of model is it, e.g., Naive Bayes classifier, Convolutional Neural Network, etc.

Information details *

Information about training algorithms, parameters, fairness constraints or other applied
approaches, and features.

References Paper or other resource for more information.
Citation How should the model be cited?
License License information.

Intended use *

This section contains information about use cases that were envisioned during development.

Primary intended uses *

Whether the model was developed with general or specific tasks in mind.

Primary intended users *

Which target users the model was developed for.

Out-of-scope use cases

Description of uses that the model should not be applied to.

Factors

This section provides a summary of model performance across a variety of relevant factors.

Relevant factors

What are foreseeable salient factors for which model performance may vary, and how were these
determined?

Evaluation factors

Which factors are being reported, and why were these chosen?

Data

This section includes information about the data used by the model.

Datasets

What datasets are used to train and evaluate the model?

Feature selection

What feature selection actions have been taken?

Feature engineering

What feature engineering actions have been taken?

Pre-processing

How was the data pre-processed?

Data split

What is the data split used for training and testing (e.g. training, validation, test percentages)?

Model specification

This section contains general information about the training of model

Page 35

D2.2 - THEMIS 5.0 - GA #101121042




IO
SAL

Computational needs

What is computational complexity of the algorithm (computational resources required for
training/inference, time elapsed during training)?

Input features

What are the input features of the model (values from dataset)?

Model Output

What is the prediction output of the model?

Hyper-parameter
optimization

Which hyper-parameters where optimized during training?

Optimization approach

Which approach (or framework) was used for the hyper-parameter optimization?

Metrics *

This section contains information about appropriate metrics.

Definition: A metric is a measure for something. Given an Al model/algorithm, an evaluation
metric is a quantitative measure used to assess how good the result of the Al model/algorithm is.
The choice of evaluation metrics depends on the intended use and type of model to assess (e.g.,
regression, classification, etc.). A list of 123 different technical metrics for trustworthy Al can be
found at https://oecd.ai/en/catalogue/metrics

Model performance
measures *

The measures of model performance that are reported.

Decision thresholds

If decision thresholds are used, what are they, and why where the thresholds chosen?

Variation approaches

How are the measurements and estimations of these metrics calculated?

Quantitative analyses

This section should contain information about the results of evaluating the model.

Unitary results

How did the model perform with respect to each factor?

Intersectional results

How did the model perform with respect to the intersection of evaluated factors?

Ethical considerations

This section contains information about ethical considerations that went into the model
development.

Data Does the model use any sensitive data?

Human life Is the model intended to inform decisions about matters central to human life?
Mitigations What risk mitigation strategies were used during model development?

Risks and harms What risks may be present in model usage?

Use cases Are there any known model use cases that are especially fraught?

Caveats and
recommendations

This section should list additional concerns that were not covered as part of the ethical
considerations.

Description

List of additional concerns.

8.4. Risk Knowledge Card

Table 4: Risk Knowledge Card template

Card section / field Description

Asset Anything that has value [...] and which, therefore, requires protection. For the identification of
assets, it should be borne in mind that an information system consists of more than hardware and
software.” [ISO 27005]

Trustworthiness Significant properties of asset that are most likely desirable to be preserved or upheld.

Characteristics (TCs)

Vulnerability Which is weakness of Assets, which expose Assets to Threats —i.e. the preservation of a TC is the
reduction of a vulnerability and vice versa.

Threat “Potential cause of an unwanted incident, which may result in harm to a system or organisation.”
[ISO 27000] A Threat is an event that causes unwanted effects (Consequences). Threats attack
Assets and cause Consequences (“outcome of an event affecting objectives” [ISO 27000]),

Risk “Effect of uncertainty on objectives.” [ISO 27000]) is the Consequence of Threat. Threat causes the
Consequence of TC compromise.

Impact The severity of TC Compromise, determined by the preferences of the stakeholders in the
environment where the Al SUT is deployed

Likelihood The chance of successful TWA Compromise, determined by multiple factors such as intrinsic
difficulty to execute a Threat, the most likely of several Threats that cause the same Consequence,
or propagated threats caused by vulnerabilities in upstream Assets.

Control “Measure that is modifying risk. May include any process, policy, device, practice or other action.

Controls may not always exert the intended or assumed modifying effect.” [ISO 27000]). For
THEMIS, a Control is a measure to reduce either likelihood of a Consequence, typically by reducing

the Vulnerability of an Asset, reducing the likelihood of successful attack by a Threat.
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8.5. Al Actor Card

Table 5: Al Actor Card template

Al Actor Card

a. Less than 5 years of experience

Professional Experience and Role b. 5-15 years of experience

c. More than 15 years of experience

[%)

. Very comfortable

Technical Proficiency b. Somewhat comfortable

. Not comfortable at all

[e)

a. In favour
Attitudes towards Al

[=3

. Sceptical
. Neutral

[e)

Q

. Very important

Trust and Transparency Requirements b. Somewhat important

[e)

. Not important

. Innovation
Motivational Traits . Efficiency

. Ethical considerations

o O T o

. Other (e.g., patient care, safety)

[%)

. Adapt well to uncertainty
Responsiveness to Uncertainty

[=

. Prefer predictable environments

[e)

. Avoid uncertainty when possible

a. Extremely important

Commitment to Ethical Standards (Disinformation Sector) b. Moderately important

c. Not important

8.6. Method Card

We propose a template for the method card as shown in in Table 6. The method card template contains
different sections and fields to be filled out. An asterisk (*) behind the section or field label indicates that it is
required. For Al/ML model-based methods, a reference to a Model card can be noted in the card references
section.

Table 6. Method card template

Card section / field \ Description

Method Details * This section contains basic information about the method.

Definition: A method is a process by which a task is completed. Given an Al model/algorithm, the
evaluation method is the process of doing the assessment of the Al model/algorithm. The result of
the evaluation method is presented as one or more evaluation metrics.

Method * Short name of the method.

Method name * Full name of the method.

Description * A very short but on point description that gives a high-level explanation of what the method does.
Trustworthiness Which trustworthiness characteristics does the method support?

characteristic *
Values: {Accuracy, Robustness, Fairness}
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Limitations *

Limitations and shortcomings of the method.

Conflicts

Text-based conflict description.

Model-based *

Is the method based on an Al/ML model?

Values: {Yes | No}

Software available *

Is the method supported by a software implementation?

Values: {Yes | No}

Contact info *

Person or organization responsible for the method.

Additional info

Any additional information you think it is helpful.

Stage details

This section contains information about the stages.

Stage

High-level stage description

Values: {Decide, Design, Develop, Deploy, Monitor}

Sub-process

A sub-process description under the stage.

Values: {Feature engineering, Model training, Data preparation, Model testing, Model evaluation,
Model deployment, Model selection, Model tuning, Model design}

Characteristics

This describes at which part of the lifecycle we are. For example, before/after the model training.

Values: {Human-in-the-loop, Human-on-the-loop, Human-before-the-loop, Pre-processing, In-
processing, Post-processing, Business centric, Model centric, Data centric}

Al actors

This describes which human contributes to the method/lifecycle at that point. This should mostly
describe the traits of its role.

Values: {ML engineer, Data analyst, Security expert, User, Personnel, Lawmaker, Lawyer}

Entity dimension

This describes the main entity of focus. Most probably this will be filled with either Data or Model,
depending if the focus is on the datasets or the Al model.

Values: {Model, Data, Monitoring}

Additional info

Any additional information you think it is helpful.

Software details

This section contains details about the available software code.

Code repository *

URL to the source code repository, e.g., GitHub repository.

Input data * Here we should record as explicitly and detailed all the needed input to execute the method.
Needed entities A more high-level grouping of the input data.
Output * The output of the method code.

Values: {}

Explanations *

This section contains explanation about the output.

Output meaning *

Description and explanation of the output.

Metrics *

Metrics related to the method and/or its output.

Metrics meaning *

Description and explanation of the metrics used.

Ideal values *

Ideal values to achieve for the metrics.

Threshold

If applicable indicate the threshold based on which the metrics becomes acceptable.

Visualization

Description about how to visualize the outputs/results.

Example values: {Bar chart, Pie chart, Line plot, ROC curve, Heatmap}

Card references

This section contains references to other cards

Model card

If the method is Al/ML-based, then a reference to model card should be provided.
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9.

Question

Possible Answers

Healthcare Sector
Clusters

Port Management

Sector Clusters

ANNEX 2: USER PERSONA MAPPING AND CLUSTERING MATRIX

Disinformation in
Media Sector

Trustworthiness
Preference

- Less than 5 years of

Young Tech-Savvy

Operational Staff
with Basic Technical

Clusters

Young Media

Robustness: Needs
reliable tools that
facilitate learning

Professional
Experience and Role

- 5-15 years of
experience

Professionals (split
based on attitudes)

Proficient Managers
or Operational Staff

experience Professionals . Professionals
Skills and reduce
complexity.
Accuracy: Requires
tools that provide
Mid-career Technically P

Fact-Checkers and
Analysts

precise and
actionable insights
to enhance decision-
making.

- More than 15 years
of experience

Experienced
Sceptical
Professionals

Experienced
Managers

Experienced
Journalists or
Analysts

Fairness: Demands
high transparency
and ethical
considerations in Al
outputs, especially
concerning data
integrity and bias.

- Very comfortable

Young Tech-Savvy
Professionals

Technically
Proficient Managers

Fact-Checkers and
Analysts

Robustness: Prefers
advanced, reliable
tools that can be

trusted without
needing extensive
oversight.

- Somewhat

Mid-career

Operational Staff

General Media

Accuracy: Values
tools that enhance

Professionals

Technical fortabl Professionals (open | with Basic Technical Professional accuracy and
o comfortable rofessionals
Proficiency to training) Skills efficiency, especially
in routine tasks.
Fairness: Emphasizes
. . . the need for clear,
Experienced . Sceptical Journalists
- Not comfortable at ) Operational Staff ] . transparent
Sceptical . with low technical
all . needing support . processes and
Professionals skills )
assurances to build
trust.
Robustness:
Supports innovative
Inf Young Tech-Savvy Technically Open Media tools that are
- In favor
Professionals Proficient Managers Professionals adaptable and
reliable in various
Attitudes towards Al situations.
Experienced Fairness: Requires Al
- Sceptical Sceptical Sceptical Managers | Sceptical Journalists [systems that provide

detailed
explanations and
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maintain ethical
standards.

- Neutral

Mid-career
Professionals
(adaptable but
cautious)

Operational Staff
with Basic Technical
Skills

Neutral Media
Professionals

Accuracy: Needs
balanced tools that
are accurate but not

overly complex,
focusing on usability.

Trust and
Transparency
Requirements

- Very important

Experienced
Sceptical
Professionals

Experienced
Managers requiring
transparency

Fact-Checkers and
Analysts

Fairness: High
demand for
transparency and
explainability to
ensure trust and
accountability.

- Somewhat
important

Young Tech-Savvy
Professionals or Mid-|
career Professionals

Technically
Proficient Managers

General Media
Professionals

Accuracy: Interested
in tools that are both
efficient and provide
clear, reliable
results.

- Not important

Young Tech-Savvy
Professionals

Operational Staff

Media Professionals
focused on speed or

Robustness: Less
concerned with
transparency;

Motivational Traits

- Innovation

Professionals

Proficient Managers

focused on focused on efficiency| . . o .
) ) innovation prioritizes functional
innovation o
reliability and speed.
Robustness:
Embraces new,
Young Tech-Savvy Technically Open Media reliable technologies

Professionals

that can handle
innovative
applications.

- Efficiency

Technically
Proficient Managers

Operational Staff
with Basic Technical
Skills

Media Professionals
focused on output

Accuracy: Values
precise and efficient
tools that streamline

workflows and
improve
productivity.

- Ethical
considerations

Experienced
Sceptical
Professionals

Sceptical Managers

Sceptical Journalists
and Fact-Checkers

Fairness: Prioritizes
tools that adhere to
ethical standards
and provide
transparent
operations.

- Other (e.g., patient
care, safety)

Experienced
Sceptical
Professionals

Experienced
Managers

Analysts or Fact-
Checkers with focus
on integrity

Fairness: Emphasizes
safety and integrity,
requiring tools that
are trustworthy and

verifiable.
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Responsiveness to
Uncertainty

- Adapt well to
uncertainty

Young Tech-Savvy
Professionals

Technically
Proficient Managers

Flexible Media
Professionals

Robustness: Needs
tools that are
reliable even in
uncertain or
changing
environments.

- Prefer predictable
environments

Experienced
Sceptical
Professionals

Sceptical Managers
or Operational Staff

Sceptical Journalists

Fairness: Prefers Al
systems that provide
consistent,
explainable, and
ethical outputs.

- Avoid uncertainty
when possible

Operational Staff
needing structured
environments

Operational Staff
with Basic Technical
Skills

Media Professionals
requiring structured
work environments

Accuracy: Seeks
tools that offer clear
and structured
outputs, minimizing
ambiguity.

Commitment to
Ethical Standards
(Disinformation
Sector)

- Extremely
important

Not applicable

Not applicable

Sceptical Journalists
and Fact-Checkers

Fairness: High
priority on ethical
standards and
transparency to
ensure integrity.

- Moderately
important

Not applicable

Not applicable

General Media
Professionals

Accuracy: Balances
ethics with
functionality,
requiring accurate
and dependable
tools.

- Not important

Not applicable

Not applicable

Open Media
Professionals

Robustness: Focuses
on effective results
over transparency or
ethical
considerations.
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